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ABSTRACT 

This paper presents design considerations that drive the 

development of an energy-efficient, high performance computing 

(HPC) data center facility. Key electrical and mechanical design 

considerations will be presented that maximize facility efficiency, 

both in construction and in ongoing operations. A case study is 

provided that applies these design decisions to multiple 

development alternatives for Los Alamos National Laboratory 

(LANL).  

We evaluated alternatives ranging from 20 MW to 80 MW of power 

and cooling, and compared new buildings to upgrading the existing 

HPC Super Computer Center.  

The four principles guiding the design decisions are flexibility to 

support future systems, sustainability, lifecycle costs and initial 

cost.  
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1 High Performance Computing Requirements 

Future high performance computing facility requirements 

challenge conventional methods of data center design due to power 

densities up to 4,000 watts/square foot, power loading up to 80 

MW, and cooling requirements of 90% warm water and 10% air. 

Sustainability drove us to minimize the electrical and mechanical 

losses, as well as to reduce water consumption.  Because of water 

constraints in the southwest United States, the sustainability 

requirement of water reduction was the most important. The facility 

requirements were further challenged by the need for floor-loading 

of 500 pounds per square foot and flexibility needs for future 

changes due to the regular upgrades of supercomputer systems. 

To quantitatively determine the optimum engineering solutions to 

meet these requirements, a systematic review of design options was 

established across multiple disciplines. The integration of decisions 

across disciplines was just as important as the individual decision 

for each discipline. The disciplines that are most crucial for the 

supercomputer facility are Electrical, Mechanical, Structural and 

Architectural. These four key disciplines can either limit or enable 

the building’s ability to adapt to new supercomputer systems. An 

overarching requirement for these four disciplines is sustainability. 

This paper will focus on the electrical and mechanical disciplines 

as they have the most impact on energy efficiency. 

2 Mechanical Cooling Design Considerations 

HPC facilities present unique challenges for cooling large 

computing power requirements, but also provide several unique 

opportunities for energy and water savings compared to enterprise, 

colocation, or large data intensive, internet based commercial data 

centers. 

Due to the scale of the electricity usage for the supercomputers, it 

is critical that the cost of the cooling systems operation be 

minimized whenever possible. 

Several factors affect the proper selection of the cooling system for 

an HPC facility, as well as the opportunities for utility savings, 

including climate, sustainability, and system requirements. 

2.1 Local Climate 

Peak temperature and humidity drive the cooling solutions for a 

given supercomputer site, and they can vary significantly for 

different sites. The peak ambient temperature affects the potential 

use of outdoor air for free air cooling or warm water cooling.  For 

example, temperate areas may allow the use of direct outside air for 

both free air cooling and warm water cooling for a majority of the 

year. 

The peak outdoor humidity (i.e., wet bulb temperature) affects the 

ability to use evaporative cooling for both air and liquid cooling. 

Evaporative cooling uses less electricity than compressor-based 

mechanical chillers.  Liquids are more efficient at transferring heat 
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than air; therefore, maximizing liquid cooling over air cooling will 

result in a more efficient system. Dry and cool climates, such as in 

the mountains of the western United States, are often ideal for the 

use of air cooling and evaporative cooling to eliminate the need for 

compressor-based mechanical cooling. 

 

 

Figure 1: Typical Los Alamos Temperature Chart 

Figure 1 is an example of a temperature chart illustrating how the 

local climate conditions in Los Alamos, NM were a major driver in 

the selection of an adiabatic dry cooler system in lieu of traditional 

cooling towers. The chart shows the normal (green band), record 

high (red line) and record low (blue line) temperatures for the year. 

The dry-coolers are optimized to run efficiently in “dry” mode, and 

can provide a 10°F approach between outside temperature and 

water supply temperature. This means that they are able to provide 

80°F cooling water required for the supercomputers when outside 

temperatures are at or below 70°F, without the need for evaporative 

cooling.  Water for evaporative cooling is required less than 20% 

of a typical year. When compared to a traditional evaporative 

cooling tower system that requires water 100% of the year, the dry 

coolers provides a water use savings of over 70%.  This is beneficial 

anywhere that water isn’t free and is especially important for sites 

in regions without an abundance of water. 

The chart also indicates that the local climate is very favorable for 

the use of direct outside air economizer use. The maximum supply 

air temperature required to cool the computers is 80°F. Whenever 

outside temperatures are 80°F and below, filtered outside air flows 

directly into the data center through the air handling units. 

Supplemental coils within the air handling units are only required 

for a handful of hours annually, when outside temperatures rise 

above 80°F. 

2.2 Sustainability 

Since supercomputer facilities are large consumers of power and 

water, it is important to consider the availability of local resources. 

In many cases, utility capacity must be expanded to accommodate 

the facility, and sensitive issues of resource depletion must be 

considered. 

Given these sustainability concerns, it is possible to design a 

cooling system that is flexible, reliable, economical, and maximizes 

energy and water usage efficiency. 

Energy and Water Efficiency. The higher supply water 

temperatures of warm water-cooled supercomputers (i.e., 

ASHRAE W3 and W4 [4]) provide the opportunity for a design that 

minimizes energy use. Depending on the local climate, the high 

supply temperatures can allow the elimination of mechanical 

chillers or any form of compressorized cooling for 100% of the 

year. Equipment that uses evaporative cooling technology can cool 

with the least amount of power, resulting in PUE values as low as 

1.02 to 1.1, versus a PUE of over 1.2 for compressor-based chillers. 

However, the amount of water use can be quite high, especially at 

the scale of the power used by new supercomputers. A facility with 

a 40 MW load that uses evaporative cooling towers can use 160 

million gallons per year. This amount of water use can be 

problematic, depending on local water availability and cost. High 

water use also has operational considerations associated with water 

quality, water treatment, fouling, etc. Therefore, a cooling system 

design that balances the costs and environmental impact of both 

water and energy use is important for any supercomputer facility. 

2.3 Cooling System Requirements 

The first challenge is determining the cooling system design 

criteria, when the specific supercomputer requirements may not be 

known until after the final design of the facility and perhaps after 

construction.  The first question is how much of the load may be 

liquid-cooled and how much may be air-cooled. Some new 

platforms are striving for 100% liquid-cooled, but a design must 

provide flexibility to size air-cooling systems for up to 10% of the 

supercomputing load. The amount of cooling air required, even at 

10% of the load, can be substantial and may drive the entire form 

of the building and data center space.  A significant amount of wall 

space or roof space is required for the air handlers in order to allow 

massive amounts of outdoor air to enter and leave the building 

during economizer operation. The number of air handlers actually 

installed can be fine-tuned as the computer air-cooling 

requirements become known. 

 

Figure 2: Free Air Cooling 

Figure 2 shows the Air Handling Unit (AHU), with outside free air 

in green.  During cold seasons, the outside air is mixed with warm 

return air (red) to provide the desired temperature air (blue) for the 

data center.  During warm seasons, the return air is exhausted, and 

100% outside air is used.   

For liquid-cooled computers, the peak liquid supply temperature 

requirement may dictate the choice of cooling system.  In the last 

several years, these requirements have been rising so that the peak 
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temperature can be achieved even in warmer and more humid 

climates without the use of chillers. A maximum supply 

temperature of 80-85°F is not uncommon (ASHRAE W3). This is 

important, since achieving this supply temperature without chillers 

or other mechanical cooling equipment can mean large savings in 

initial cost, space, and operational cost for both mechanical and 

electrical systems.  As the power required by the mechanical 

system is reduced, the electrical system gets smaller.   

2.4 Cooling System Selection 

Figures 3 and 4 show the adiabatic dry cooler system selected as 

the optimal system for the new design described in Section 5. The 

main advantage of the dry cooler system is its minimal use of water 

for evaporative heat rejection compared to traditional cooling 

towers. During 80% of the year, the cooling liquid can be cooled 

with no water consumption.  The dry cooler acts as a radiator and 

cools the liquid with ambient air.  During warm summer afternoons, 

a relatively small amount of water is used on the adiabatic pads to 

provide the additional peak cooling needed.  Due to the 

environmental concerns associated with water consumption, and 

the cost of water, this sustainable option was determined to be most 

advantageous for the HPC facility. A lifecycle cost analysis was 

performed, showing that dry coolers are more cost-effective despite 

the higher upfront cost and slightly higher electricity use, when 

compared to evaporative cooling towers.  Overall, the adiabatic dry 

cooler system reduces the water use for cooling by approximately 

88% compared to cooling towers. 

 

Figure 3: Adiabatic Dry Cooler [2] 

 

 

Figure 4: Adiabatic Dry Cooler Operation [2] 

Figure 5 compares the 25-year cost of evaporative cooling towers 

to adiabatic dry coolers. Installation Cost is higher for the dry 

cooler system, mainly due to the large number of units required and 

the equipment cost of the dry coolers compared to large cooling 

towers. Electricity cost is also slightly higher for the dry coolers 

since large amounts of cooling air and fan energy are required when 

the units are running dry.  

However, the dry coolers have no water cost for this project. This 

is because, for this particular design, the small amount of water 

required is supplied by recycled water from an existing sewage 

treatment plant on the campus. For applications where recycled 

water is not available, the water cost would still be a fraction of the 

cost for the cooling tower option. Also, due to the large amount of 

makeup water required for cooling towers, the analysis included the 

cost for the construction of an additional water treatment facility to 

remove silica from the utility water, which is due to the volcanic 

rock in the area.  

Life cycle criteria will be unique to each application, and first cost 

may be the major driver. In those cases, a cooling tower system 

may turn out to be the preferred system. However, it should be 

noted that maximizing energy efficiency is important, but water 

usage and discharge issues, treatment costs, and fresh water 

availability are increasingly driving data center cooling system 

design and selection and will continue to do so as fresh water is 

becoming scarcer in all parts of the country and world. 
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Figure 5: Dry Cooler Life-Cycle Costs 

3 Electrical Power Design Considerations 

Given the increasing power consumption and density for HPC 

systems, electrical efficiency will continue to play an important role 

in overall project success. Individual HPC systems are stretching 

upwards of 40 MW. Given this high-power consumption, even a 

1% loss in efficiency translates to 400 kW of increased facility 

operational power costs.  

Multiple factors contribute to a loss in electrical efficiency. Key 

considerations within a design should look to minimize these 

factors to create an efficient design. It is important to develop a 

Total Cost of Ownership (TCO) to aid in the cost-benefit analysis 

of a proposed design. 

Several factors should be considered that make a significant 

difference in HPC facility design. These factors are transformer 

location [3], voltage drop minimization, conductor heat limitations, 

and Uninterruptible Power Supply (UPS) battery technology. Other 

factors not covered in this paper include the effect of the facility 

design on the reliability of power transmission from the grid. [5] 

Considering these factors will provide a more cost-effective 

construction project and reduce operating costs over the life of the 

facility. 

3.1 Transformer Location 

A key design consideration for an HPC facility is the location of 

the medium-voltage transformers, which convert from 13.2 KV to 

480V. Minimizing the length of the low-voltage conductors 

increases the data center efficiency. This is accomplished by 

locating the transformers as close to the computers as possible, 

which decreases electrical losses and conductor costs. However, the 

decision to locate transformers within the building has a cost. 

All transformers have some associated heat loss. Even with 99% 

transformer efficiency, an 80MW HPC facility, would have 800kW 

of heat loss associated with transformers. Due to this, additional 

cooling will be required for housing the transformers. This 

additional cooling increases construction costs and operational 

costs associated with the facility. Locating the transformers outside 

the building removes this cooling requirement since the 

transformers reject their heat to the outside air.  

Second, locating the transformers indoors near the computers 

requires additional building square footage to house the 

transformers. This additional building space increases the cost of 

construction.   

Careful consideration should be taken when minimizing the length 

of low voltage distribution. One effect of moving the medium 

voltage transformers closer to the load is an increase of the 

available fault current. The available fault current is the maximum 

current that can flow in a short circuit condition.  As the length of 

the low voltage distribution decreases, the available fault current at 

the load increases. It is important when designing a safe system to 

ensure that all installed gear, whether it be infrastructure or HPC 

machine, has a withstand rating greater than the available fault 

current. In the event that the available fault current exceeds the 

withstand rating of the gear, there are mitigation techniques 

including, but not limited to, utilizing transformers with higher 

impedances. These mitigation techniques add additional cost to the 

project and may offset the initial capital savings from indoor 

transformers. 

 

Figure 6: Transformer Location Life-Cycle Costs 

Figure 6 shows the 25-year life-cycle cost comparison between 

indoor and outdoor transformer locations. The outdoor location has 

a larger upfront cost due to the increased cost in 480V conductors. 

To mitigate this cost, overhead cable bus distribution can be 

utilized in lieu of underground duct banks. Refer to Section 3.3 for 

additional information. The outdoor location also has higher power 

losses due to running 480V a longer distance from the outdoor 

transformers to the racks, while the indoor transformer has a shorter 

480V run to the racks. This gain in efficiency is small when 

compared to the cooling requirements. The indoor transformers 

have a slightly lower initial cost but require a cooling cost to 

condition the rooms housing the transformers. In addition, the life 
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of the indoor dry-type transformers is estimated at 20 years, 

whereas the outdoor oil-filled transformers are estimated at 30 

years. Due to these factors, outdoor transformers were chosen to 

minimize costs over the life of the facility. 

Not all facilities are able to utilize a 25-year life cycle when 

determining their optimal solution. Due to this, facilities with a 

shorter life cycle will often use solutions with a lower upfront 

capital expenditure, in lieu of long-term efficiency. 

3.2 Electrical Distribution Losses 

Losses in the electrical distribution system translate into additional 

power consumption and cost. Four factors that affect the power 

losses in the electrical distribution system are current, conductor 

length, conductor material, and conductor size.  

Current. Given a distribution system, as the current increases 

within the conductors, the power losses increase in proportion to 

the current squared (P=I2R). A mitigation technique to reduce this 

issue is to provide medium-voltage distribution further into the 

system, delaying the transformation to low-voltage closer to the 

load. This minimizes the length of high-current conductors 

associated with an increased voltage drop. The same amount of 

power can be provided through medium voltage at a lower current 

than low voltage. By increasing the length of medium-voltage 

distribution, and reducing the length of the low-voltage, there is a 

shorter section of distribution that is subjected to high current.  But 

as discussed in the section on transformer location, bringing the 

transformers inside also has a cost. 

Length. The impedance of a conductor is correlated to its length. 

As the length increases, the impedance increases linearly. Due to 

this relationship, it is important to minimize the length of the 

distribution.  

Conductor Material. The two most common materials for 

conductors are aluminum and copper. Both materials are suitable 

for construction; however, copper conductors have lower 

impedance. To compensate for this, larger aluminum conductors 

are required for equal ampacities, negating the efficiency gain. 

However, aluminum feeders are usually cheaper than copper 

conductors, depending on market conditions, and are considered as 

a means to reduce the cost of initial construction.  

Size. A practical way to reduce the power losses is by increasing 

the size and quantities of the conductors. Using a larger conductor 

provides more cross section area for the current flow and reduces 

the impedance across the distribution. While increasing the 

conductor size is an effective way to reduce power losses, it comes 

with a cost of additional conductor and infrastructure material.  

3.3 Conductor Heat Limitations 

A common issue in many HPC and data center designs is a failure 

to fully consider conductor heat limitations within underground 

power duct banks. This can create power bottlenecks in the 

electrical distribution system that can cut the allowable power in 

half. While conductor heat limitations do not directly affect 

efficiency of the power delivery, they do affect the total cost of the 

project. 

While the effect of this is minimal in open-air environments, 

underground duct banks transmit more heat between conductors. 

As conductors carry current, they emit heat to their surroundings. 

That heat will radiate in the area surrounding the conductors and 

will reduce the current carrying capacity of adjacent conductors.  

The heat dissipation capability of a duct bank is affected by the 

number of feeders, the layout of the conduits (Figure 7), the depth 

of the duct bank, and the thermal resistivity of the soil and concrete 

encasement. 

 

Figure 7: Duct Bank Layout Examples [6]  

 

Heat dissipation can be improved by larger conductors, more 

conductors, increasing the space between conductors, and using 

flowable fill with better thermal resistivity properties than the 

native soil.  

An alternative solution is to distribute the power via overhead lines 

instead of underground duct banks, which is usually less expensive. 

The downside of overhead lines are the risks (wind, ice, falling 

trees, security, tall vehicle collisions), and the less desirable 

appearance of overhead infrastructure. 

3.4 UPS Battery Technology  

Lithium ion battery technology has been steadily increasing in 

popularity in the commercial data center market. The initial costs 

of the batteries have decreased to the point that they can be 

considered as an alternative to traditional valve-regulated, lead-acid 

(VRLA) batteries. Utilizing lithium ion batteries has many benefits 

for the efficiency of the HPC facility design when compared to 

VRLA. 

Life Expectancy. Traditional VRLA batteries have a 5-10-year 

design life, while lithium ion batteries have a 15-year design life, 

which reduces the capital expenses, downtime and risks associated 

with battery replacement.  
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Temperature Range. Lithium ion batteries can safely operate at 

higher temperatures than VRLA without a reduction in life. This 

increased operating temperature enables the battery rooms to be 

conditioned to a higher setpoint, decreasing the cost of operating 

the cooling system. 

Footprint. Lithium ion batteries are more compact when compared 

to VRLA. Lithium ion battery systems require approximately one-

third of the space required for VRLA systems. This reduces the 

overall building footprint, lowering the construction cost. 

Cost. While lithium ion batteries have a higher initial cost, this is 

offset by a smaller building footprint and a much longer life. 

4 Utility Adjacency Considerations 

When selecting a site for an HPC facility, it is important to consider 

opportunities for adjacency to existing utility infrastructure. Due to 

the large power and water demands of HPC facilities, proximity to 

existing infrastructure creates a meaningful reduction in utility 

infrastructure upgrades to bring power and water to the site. As 

discussed in the Section 5 Case Study, the ability to locate a new 

HPC facility adjacent to an existing substation is valuable. Not only 

does it reduce the new electrical distribution requirements, it 

enables the opportunity to provide redundant power feeds to the 

facility at very low cost since the adjacent substation is 

interconnected with other substations. Having utility power 

redundancy enhances the mission essential requirements of the 

facility, allowing operations to quickly recover from a partial utility 

outage and resume functionality. Facilities without utility 

redundancy will not be able to resume operations until the single 

utility feed has come back online. 

 

 

Figure 8: Electrical Power One Line Diagram  

Figure 8 depicts a simplified power one-line diagram for a facility. 

Two independent utility feeders A and B are provided to a main-

tie-main switchgear, providing utility redundancy. The redundancy 

is provided because the facility can now be independently powered 

from either source A or B. In the event that one utility power source 

goes offline due to maintenance or failure, the other utility power 

source can provide full power to the facility. The distribution 

transformers are fed via a loop system, increasing the flexibility of 

the facility and allowing all loads to be fed from either side of the 

switchgear. 

Due to the high costs associated with running new utility 

infrastructure and the ability to provide redundancy, it can be 

beneficial to bring the facility to the utility, rather than bring the 

utility to the facility. 

5 Case Study 

LANL is evaluating multiple design alternatives including both 

new facilities and upgrading an existing HPC facility, with power 

and cooling ranging from 20 to 80 MW. The facility must support 

two overlapping exascale-class supercomputers starting in 2026.  In 

any design or upgrade, it is important to balance multiple factors to 

avoid stranded capacity.  For example, we want the right ratio of 

power, cooling, and floor space.  The challenge is that these ratios 

change over time as HPC power density increases. 

 

Figure 9: Rendering of a New Facility Concept 

5.1 New Facility 

The largest new facility design (Figure 9) had 80 Megawatts (MW) 

of warm-water liquid cooling, 8 MW of free air cooling, adiabatic 

dry coolers, a 500-pound-per-square foot raised access floor and 

was sited adjacent to a 112 MW, 115 KV power substation.  Just as 

important as what this design had is what it didn’t have: it had no 

compressors, no chillers and no evaporative cooling towers for 

computer cooling (the office space did have air conditioners).  

Figure 10 depicts many of the design comparisons that were 

evaluated. Each comparison used quantitative effectiveness 

measures to rate each option.  This paper will only briefly 

summarize the alternatives chosen, which interact across the four 

categories of Mechanical, Electrical, Architectural, and Structural. 
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Figure 10: Options Analysis 

In the Mechanical category, ratings favored adiabatic dry coolers 

instead of evaporative cooling towers, and large air handling units 

for free air cooling. 

In the Electrical category, ratings favored air insulated switchgear, 

outdoor transformers, and 30-minute lithium ion UPS. The UPS is 

used for storage and networking, but not the compute systems. The 

LANL compute mission does not require generators. 

In the Architectural category, ratings favored a narrow (compact) 

layout which reduces the length of the conductors and associated 

losses, a raised access floor, a trench in the foundation to allow 

space for the large cooling water pipes, no columns in the data 

center, and some screening around the mechanical and electrical 

yards. 

In the Structural category, ratings favored an open data center with 

no columns, a concrete reinforced roof, and a raised access floor 

rather than slab on grade for future flexibility.  To meet local 

seismic requirements, computer racks are anchored to a unistrut 

system under the raised access floor. The open data center with no 

columns is more expensive initially, but significantly reduces the 

cost of HPC system deployment.  Breaking up rows of racks and 

making special cables to fit around columns is very expensive.  The 

concrete reinforced roof provides the future flexibility to hang 

energy efficient utility runs (cooling water, power) from the ceiling, 

similar to the approach used by the Oak Ridge National Laboratory 

Summit system. [7] 

This particular design, especially the cooling, would not work 

everywhere, as it was specifically designed to benefit from the cool, 

dry climate at 7,200-foot elevation in the mountains of New 

Mexico.  The LANL climate is similar to the climates at NREL and 

SNL [1] but cooler due to the higher elevation.   

The largest new alternative considered was a 30,000-square-foot 

data center with dimensions of 400 feet by 100 feet.  The 400-foot 

length of the building was driven by the fan wall length required to 

achieve 8 MW of free air cooling.  The narrower width of the 

building shortens the length of conductors between the 13.8KV-to-

480V outside transformers and the computer racks. The 

transformers are sited outside the building to reduce the cooling 

load in the building, as well as reduce the size of the building.  

LANL forecasts that over 95% of the heat of future HPC 

supercomputers will be rejected through warm-water liquid 

cooling. 

To reduce water consumption in the water-conscious southwestern 

United States, this design had adiabatic dry coolers (ADC)[2] 

instead of the more traditional evaporative cooling towers.  Over 

the course of a year, the ADC use only 12% of the water used by 

evaporative cooling towers.  ADC can cool with no water 

consumption at ambient temperatures up to 70F, which is 85% of 

the year.  For the remaining 15% of the year (warm summer 

afternoons), the ADC have cooling pads that use a relatively small 

amount of water.  While the ADC is miserly with water, it does 

require approximately twice the outdoor space of cooling towers.  

A new site allows organizations to consider new technologies and 

alternatives that may not be possible when upgrading an existing 

location.   

Another factor we considered was locating a new data center 

adjacent to the power substation.  As shown in Figure 11, the new 

building and site cost 14% of the total, while 86% of the cost is due 

to the mechanical and electrical systems required.  A portion of 

these mechanical and electrical systems would also be required in 

an upgrade of an existing facility. 
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Figure 11: Cost Breakdown 

5.2 Upgrade Existing Facility 

While upgrading an existing facility does not have the flexibility of 

a new facility, it also requires less change, and many organizations 

will find this to be a more achievable alternative.   

From a cost standpoint, an existing facility does not require the 

capital outlay for a new building.  The scope of an upgrade will be 

smaller due to the existing capabilities. While a new facility with 

more energy efficient technologies may forecast greater 

efficiencies and reduced cost over the life of the facility, many 

organizations may not be in a funding position to provide the higher 

initial capital outlay for that long term return.   

An existing facility starts with a known set of capabilities, 

including power, cooling, logistics, support personnel, users, and 

location.  

An existing facility will have a starting capability for power and 

cooling. The organization only needs to add the incremental 

amount of power and cooling required to meet the new targets.  

Incremental upgrades may also fit better with available funding 

profiles than a single large investment in a new facility. An 

organization will already have knowledge and experience with the 

existing utility infrastructure, and can readily scale that technology 

to the new targets with low design risk. Operations personnel are 

familiar with the existing equipment, so an upgrade will often 

mirror the existing equipment, and reduce training costs. 

An existing facility is frequently located in the heart of the main 

campus, which may be more conveniently located for personnel 

than a new site away from the main campus. 

The constraints facing any upgrade are the availability of space in 

and around the existing facility for new electrical and mechanical 

equipment, the cost of running additional power, the remaining life 

of existing equipment, and the ability to adopt new technologies. 

Significant upgrades can cost as much as a new building, take 

longer than a new building, and have higher risks to project 

execution and on-going operations.  

We are also evaluating alternatives in which an existing facility is 

combined with a smaller new facility.  The new facility can be 

designed so that it can gradually grow over time to meet new 

computing requirements in a just-in-time manner. This 

combination approach allows us to maximize the investment in the 

existing facility, while taking advantage of new technologies. 

Another alternative is to introduce new technologies to an existing 

facility at a reduced scale (i.e., evaporative cooling towers plus 

adiabatic dry coolers). This can slightly increase energy efficiency, 

validate energy efficiency forecasts, and develop experience with 

the new technologies. 

6 Conclusion 

This paper identifies key design considerations for improving the 

efficiencies of HPC datacenters. The use of qualitative and 

quantitative metrics to evaluate the key disciplines affecting future 

compute environments is essential for a quality design solution. 

New facilities offer the potential for higher energy efficiency using 

new technologies, and reduced life cycle costs. Upgrading an 

existing facility allows incremental improvements with reduced 

capital investment.  Regardless of the final decision for your super 

computer facility, climate, sustainable cooling alternatives, 

availability of sites adjacent to utilities, and electrical distribution 

design need to be key components to the success of your HPC 

supercomputer facility design. 
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